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ABSTRACT

Goodness of fit of discrete distributions as models in quantitative linguistics is assessed by the
usual p-values for relatively small sample sizes, and by the so-called discrepancy coefficient for
large sample sizes. Whereas the choice is obvious for very small and very large samples, this
methodology leaves a wide gray zone — there are many cases where both approaches could be
used. It can happen that the two approaches lead to different conclusion (one of them considers the
model to have a good fit, the other says the opposite). In this paper, we present an adjustment of the

discrepancy coefficient that can reduce the number of such discrepancies.
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1 Introduction

Goodness-of-fit tests play a very important role in mathematical modelling in any empirical science.
Limiting ourselves to quantitative linguistics in the following,' the aim of mathematical modelling is
an explanation of linguistic phenomena.” Such an explanation is possible within a theory, i.e. within
a system of interrelated universal laws. However, given that we understand scientific laws as statistical
(and that they are, at least in quantitative linguistics, expressed mathematically), a validity of a law can

— and should be — statistically corroborated.” While no model can fully grasp all facets of reality and

!'The methodological problems discussed in this paper are valid for discrete distribution models in any empirical science.

2«Science does not confine itself to observe phenomena, to describe these observations, and to apply the collected knowledge.
The highest aim of any science is the explanation of the phenomena (which also opens up the possibility to predict them)”
(Kohler and Altamnn, 2025, p. 278).

3We intentionally avoid the formulation “statistically tested”. The reason is that statistical tests tend to reject all null
hypotheses if the sample size is very large. Consequently, at least in quantitative linguistics, one often uses established rules of

thumb rather than proper statistical tests, see, e.g., Macutek and Wimmer (2013).
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can be only its approximation, an approximation can be better or worse, a model can be close to data or
far away from them, etc. The famous adage says that “all models are wrong, but some are useful” (Box
and Draper, 1987, p. 424), and that “the practical question is how wrong do they have to be to not be
useful” (ibid., p. 74).

That “practical question” needs an answer. Often, the answer is obtained by means of statistical tests. If
the model is a discrete probability distribution, the chi-square goodness-of-fit test can be used, and the
null hypothesis that the data come from a particular distribution is not rejected if the p-value is greater
than the significance level (most often 0.05). However, all statistical tests reject practically any hypothesis
if the sample size is too large (and nowadays, with many language corpora available, sample sizes can
easily be huge). Furthermore, if the differences between data and the model are the same, but the sample
size increases, the value of the chi-square statistic grows linearly with the sample size. Therefore, it has
become common in quantitative linguistics to use the chi-square test for “reasonably small” samples, and

the so called discrepancy coefficient
(1 C==

with y? being the value of the test statistic of the chi-square test and N being the sample size, for
“too large” samples (Macutek and Wimmer, 2013). Usually, the fit is considered satisfactorily good if
C < 0.02. All discrete distributions mentioned in this paper can be found in the discrete distribution

dictionary by Wimmer and Altmann (1999).

2 Problems

The first problem is obvious — which approach should one choose if the sample size is neither “really
small” nor “too large”? In other words, which sample sizes are so large that a rejection of the null
hypothesis is “more a reflection on the size of the sample than on the adequacy of the model” (Browne
and Cudeck, 1992)? Or, as Grzybek (2007, p. 74) puts it, “the question is, what is a small text, and
where does a large text start? And why do we, in some cases, obtain significant C values when p(y?) is

significant, too, but in other cases do not?”

Second, even if the chi-square goodness-of-fit test is chosen, one faces further ambiguities. Denote k

the number of classes (i.e., the number of possible or observed values of the phenomenon under study).*

“If. e.g., phoneme frequencies are studied, one knows the phoneme inventory size in a language and k is the number of
all possible classes. On the other hand, the number of all words in a language can never be exactly determined; therefore, one

takes the number of words occurring in a text/corpus as the number of classes.

Glottometrics 2



Author(s) (only surnames) Short Title of the Paper

The chi-square test statistic is

k
@ 2y U NP
i=1

where f; is the frequency in the i-th class, P; is the probability (corresponding to the null hypothesis)

that a randomly chosen object is from the i-th class, k is the number of classes, and N is the sample size.

It has, under the null hypothesis, asymptotically the chi-square distribution with k — 1 degrees of freedom
for fully specified hypothetical distributions, i.e., distributions with all parameters values being known.
If r parameters are not known and must be estimated, the test statistic remains asymptotically chi-square
distributed, but the degrees of freedom decrease to k — r — 1, see Snedecor and Cochran (1989, pp. 76—
79).

Regardless of whether some parameter(s) of the distribution from the null hypothesis must be estimated
or not, we know only the asymptotic (as opposed to exact) distribution of the test statistic. This fact
opens a question of the conditions under which the distribution of the test statistic is “close enough” to
its limit, i.e., to the chi-square distribution. Answers to this question differ among authors. We provide

but a few examples:

* Cochran (1952, p. 328): “[I]t is customary to recommend, in applications of the test, that the
smallest expected number in any class should be 10 or (with some writers) 5. (...) The numbers

10 or 5 appear to have been arbitrarily chosen.”

* Snedecor and Cochran (1989, p. 77): “[N]o expected frequency should be less than 1. Two
expected frequencies may be near 1 provided that most of the other expected frequencies exceed

5.”

* Kim (2017, p. 153): “The result is relevant only when no more than 20% of cells with expected

frequencies < 5 and no cell have expected frequency < 1.”

Many other recommendations (some of them more complicated than the ones listed above) can be found
in Greenwood and Nikulin (1996, pp. 18-21). We borrow the (non-)conclusion from Agresti (2013,
p. 78) according to whom “[i]t is difficult to give a guideline that covers all cases.” All choices are (not

unreasonable) rules of thumb.

SWe emphasize that here p is the number of estimated, and not of all parameters. Consider, e.g., the test of the null
hypothesis data come from the binomial distribution (that has two parameters — n is the number f trials and p the probability
of success in each of the trials). The usual situation is that the parameter n is known and one must estimate only one parameter

p. Insuch a case, r = 1 and distribution of the test statistic would have k — 2 degrees of freedom.
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If conditions for the minimum expected frequencies are not satisfied, data classes should be combined so
that they conform to the conditions. The number of classes after such combinations is used for counting
degrees of freedom of the asymptotic distribution of the test statistic (Snedecor and Cochran, 1989,
p- 78). It is obvious that a choice of the minimum expected frequencies has an impact on the degrees
of freedom and, consequently, on the resulting p-value. The decision to reject or not to reject the null

hypotheses thus partly depends on the choice of one of several rules of thumb.

3 Adjusted discrepancy coefficient

Obviously, one cannot escape a subjective choice of one of rules of thumb for “mid-sized” sample sizes.
Different choices can easily lead to contradictory conclusions. Therefore, it seems reasonable to try to
develop a more unified approach to assessing goodness of fit of discrete distributions for such sample
sizes that would reduce the number of such contradictions. The discrepancy coefficient C in its original
form (1) is not a good measure of the fit between data and a model in such cases. The reason is that the
chi-square distribution has the mean that is equal to its degrees of freedom (Johnson et al., 1994, p. 420),
i.e., its mean is a positive number (depending on the character of data, it can be quite distant from zero).
This differs from test statistics that are normally or t-distributed — they have, under the null hypothesis,
the mean equal to zero. The difference is a consequence of the definition of the y? test statistic from (2),

in which the differences between data and he model are squared.

If the sample size is large, the value of the discrepancy coefficient C from (1) is very low if the model
fits data well. However, if a sample is small, the relatively small value of N (relatively if compared with
degrees of freedom) is often not able to make the value of C lower than 0.02 (i.e., the conventionally set

threshold for good models).

We therefore suggest its adjustment in the form of

2-d
3 ca=t4
where df is the number of degrees of freedom of the asymptotic distribution of the y? test statistic (or,
in other words, the mean of the asymptotic distribution of the y? test statistic). The adjusted discrepancy
coefficient C4 is thus made smaller (if compared with the original C) for small samples, while the change

is negligible for large samples.°

There are datasets for which the chi-square goodness-of-fit test is not applicable because so many classes
must be combined that there do not remain enough degrees of freedom (technically, the value of k —r —1

is not a positive number). In such cases, one can either use a “more tolerant’ criterion for what is a

6Pederson and Johnson (1990) suggest a very similar adjustment of model discrepancy measures mentioned already by

Mosteller (1968) and Moore (1984).
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minimum expected frequency (such as. i.e., all expected frequencies must be at least 1). If even that is

not suffiecient, a “rough approach” would be not to combine classes at all and to take

2 (k-1
@) cﬁ%,

with k being the number of classes in the original data (i.e., without any combing of classes).

The adjusted discrepancy coefficient C4 can be used regardless of the sample size, and the value of 0.02
can remain as the threshold. It can have negative values (this is impossible for the original discrepancy
coefficient C), but they only hint towards an acceptable fit. However, if the value of the chi-square test
statistic (2) is smaller than the number of degrees of freedom, the value of Cy4 is necessarily negative,
and in such a situation any model would be considered good. We recommend using C4 especially for
mid-sized samples, or for datasets where the p-value and the original discrepancy coefficient C give

contradictory results.

4 Example

In this section, we show an example of frequencies of sentence length (measured on the number of words)

from Kelih (2002, p. 94). The data (326 sentences altogether) are presented in Table 1.

Table 1: Distribution of sentence length in a Russian text (x - sentence length in words, f(x) - frequency of sentence length

X).

=

fO | x fo ] x f)

1 49 14 2 27 1
2 48 15 3 28 0
3 44 16 1 29 0
4 32 17 2 30 0
5 32 18 1 31 0
6 14 19 3 32 0
7 22 20 2 33 0
8 17 21 0 34 0
9 22 22 0 35 0
10 8 23 1 36 0
11 10 | 24 1 37 0
12 5 25 1 38 0
13 3 26 1 39 1

Kelih (2002) modelled the data with the hyperpascal distribution. The distribution is defined by
(k+x—2

) .
(5) Px:ﬁqx 1’ x:1’25""

x-1
with k, m, and ¢ being its parameters. The distribution (5) achieves a good fit in terms of the p-value —
we have y? = 22.883 as the value of the test statistic. The asymptotic distribution of the test statistic has

(after combining classes with too low expected frequencies) 19 degrees of freedom, which corresponds
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to the p-value of 0.243. The optimized parameter values (i.e., ones for which the test statistic achieves

the minimum value) are k = 2.455, m = 1.979, and ¢ = 0.778.”

However, if one decides to apply the discrepancy coefficient C from (1), its value is

(6) Cc="= =0.07,

i.e., a value clearly above the conventionally established threshold of 0.02. Recall, however, that the
mean of the (asymptotic) distribution of the test statistic is equal to its degrees of freedom, i.e., 19 in this
case. With the data from Table 1, C < 0.02 only if y? < 6.52, i.e., only value much lower than the mean

of the distribution are interpreted as a good fit.

On the other hand, using the adjusted discrepancy coefficient C4 from (3) yields

22.883-19

=0.012,
326

(N Ca

a value suggesting a good fit (we note that the same suggestion is arrived at if one chooses the p-value

approach, and that the sample size of 326 is certainly not very large).

5 Conclusion

In this paper, we suggest a modification of the discrepancy coeflicient. It can be used regardless of the
sample size. It is, admittedly, a rule of thumb, and the threshold for a good fit (the value of 0.02) is
conventionally set. However, a very similar coefficient has been used for decades for large samples, and
even the chi-square goodness-of-fit test involves some rules of thumb (criteria when some classes should

be combined, and, after all, the threshold for the p-value is also a convention).

The adjusted discrepancy coefficient is especially suited to assessing goodness of fit of discrete distribu-
tions (not only) in quantitative linguistics in the situation when the sample size is neither clearly small
nor large, and the p-value contradicts the original discrepancy coefficient C (i.e., the fit is good according

to one of them, but not according to the other).
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